Dear all,

We have met an uncomfortable case when using the example application “sctptftp” based on SCTP to transport files between two single-address peers. Throughput in this case is much worse than expected, and worse than TCP.
The version of sctplib and socketapi we use is the newest sctplib-1.0.8 and socketapi-2.2.0 downloaded from http://www.sctp.de/sctp-download.html. The specific circumstance is as follows.
1. Experiment Environment
We use a pure local area network to test the performance of SCTP on a single path. The topological graph is as figure 1 and OS of the two peers is ubuntu.
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    We use dummynet on the router(Freebsd2) to set parameters of this link, as follows.



i.e. pipe 1 from 192.168.240.100 to 192.168.241.100 and pipe 2 from 192.168.241.100 to 192.168.240.100 has the same configuration: bandwidth limitations 30Mbps(3.75MB/s), propagation delays 50ms, bounded-size queues 400KB. These three parameters approximatively satisfy queue size = bandwidth*delay  (we are not sure whether they should have such a relationship ).
2. Experiment Contents   
We use two of the example programs in socketapi-2.2.0/cppsocket_programs sctptftp and sctpmultiserver to transfer a file from 192.168.240.100(client) to 192.168.241.100(server). Receiving buffer size on server is set to 10*0xFFFF Byte (655335 Byte) as in adaptation.c. 

Command lines to run these two applications are as follows.
Client(192.168.240.100)

· ./sctptftp 192.168.241.100:tftp put /home/zhangwt/sctp114M.tar.gz -force-ipv4 -local=192.168.240.100
· SCTP TFTP - Copyright (C) 2001-2007 Thomas Dreibholz

----------------------------------------------------

Version:               Oct 17 2009, 01:48:09

Local Addresses:       192.168.240.100:0

Remote Address:        192.168.241.100:69

Connecting... done.

Local File:  /home/zhangwt/sctp114M.tar.gz

Remote File: sctp229M.tar.gz

/home/zhangwt/sctp229M.tar.gz -> ................................................................................................................................................................( .......) .......OK!
Server(192.168.241.100)

· ./sctpmultiserver -local=192.168.241.100

· SCTP Multi Server - Copyright (C) 2001-2009 Thomas Dreibholz

------------------------------------------------------------

Version:           Oct 18 2009, 12:53:26

Local Addresses:   192.168.241.100

Max Incoming:      128

Max Outgoing:      128

Unreliable:        0
3. Experiment results(sctptftp/SCTP)
3.1 file size 114.3MB, from 192.168.240.100 to 192.168.241.100
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Duration: 125.8393s, average throughput : 970KB/s

3.2 file size 228.7MB, from 192.168.240.100 to 192.168.241.100
(only file size changed, other conditions stay the same)
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Duration: 172.8930s, average throughput : 1397.1KB/s

4. Experiment results(scp/TCP) for comparison 

Use “scp” to transfer a file on this link(dummynet settings are the same as part 1.)
4.1 file size 114.3MB, from 192.168.240.100 to 192.168.241.100
· zhangwt@th016180(192.168.240.100):~$ scp sctp114M.tar.gz zhangwt@192.168.241.100:/home/zhangwt

zhangwt@192.168.241.100's password: 

sctp114M.tar.gz                       100%  114MB   3.5MB/s   00:33    
[image: image4.png]Wireshark 10 Graph

192..241_114Mfile_655KB_Rbuf_scp

2500000
T T 0
0s 205
Kl [
X Axis

Graphs
(Graph 1 Color (] Filter: style:
[dandipsc==192368 2001000

Graph 2|color

Filter: [

Style: Line

[ s | Pixels per tick:

ne |4| Tickinterval: 1sec |
I





Duration: 38.9012s, average throughput : 3008.1KB/s

4.2 file size228.7MB, from 192.168.240.100 to 192.168.241.100
· zhangwt@th016180(192.168.240.100):~$ scp sctp229M.tar.gz zhangwt@192.168.241.100:/home/zhangwt

zhangwt@192.168.241.100's password: 

sctp229M.tar.gz                       100%  229MB   3.4MB/s   01:07    
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Duration: 72.0586s, average throughput : 3184.8KB/s
5. comparison of sctptftp(SCTP) and scp(TCP)
First we talk about the settings of this link implemented by dummynet. Bandwith(30Mbps) and propagation delay(50ms) can somehow be called high bandwidth and high latency, but it’s still normal on the Internet, so this should be taken into account by SCTP.
From the experiment data, we can see that the average throughput(about 3.1MB/s) is likely to achieve the ideal rate(30Mbps,3.75MB/s) when using scp to transfer a file from 192.168.240.100 to 192.168.241.100. 

While using sctptftp, the throughput first declines to a very low level for a period of time(about 100 seconds) at the beginning of transportation, which severely brings down the average throughput. After this the throughput rises to a relatively stable level(about 2.67MB/s), which is, however, still lower than the average level(about 3.1MB/s) of scp. As a result, the average throughput of sctptftp is only 1397.1KB/s while transferring a 228.7MB file.
The result may be better if we use larger file and keep transferring for a longer time, which will weaken the effect of throughput decline at the beginning of transportation. But this still can be a serious problem of SCTP(or SCTP implementation), which will become worse if increasing receiving buffer size on server. It will be mentioned later.
6. Possible reasons

6.1 dealing with the retransmission bytes

Retransmission bytes perhaps should be subtracted from the outstanding bytes after they are confirmed to be retransmitted at the sending end. Otherwise the exaggerated outstanding bytes may lead to shortage of congestion control window or calculated peer rwnd at the sending end, thereby chunks to be retransmitted maybe cannot be sent out.
6.2 rtx_get_obpa()

When rtx->chunk_list is large, it may take a relatively long time for rtx_get_obpa() to calculate the outstanding bytes by scanning rtx->chunk_list. This may block data sending.

7. If increasing the receiving buffer size on server

We increase the receiving buffer size on server(192.168.241.100) from 655335 Bytes to 67107840 Bytes(both in sctplib code and OS of server), other conditions(dummynet settings) stay the same. Then we repeat the experiment in part 3.1(using sctptftp), things become worse.
7.1  file size 114.3MB, from 192.168.240.100 to 192.168.241.100
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Duration: 500.8032s, average throughput : 48.31KB/s

It transfers too slow and we stop it after 500 seconds while 23.63Mbytes is finished.

Hope you can solve the problem presented in part 5(more in part 6,7), or clarify the problem and find the real cause. 

Looking forward to your reply.
Fig.1  topological graph of LAN





freebsd2# ipfw show�00100 1318327 1591167470	pipe 1 ip from 192.168.240.100 to 192.168.241.100 in�00200 644497  32341986	pipe 2 ip from 192.168.241.100 to 192.168.240.100 out�65530 1963558 1621754035	allow ip from any to any�65535  2308     302192		deny ip from any to any








freebsd2# ipfw pipe show�00001:  30.000 Mbit/s   50 ms  400 KB 1 queues (1 buckets) droptail�    mask: 0x00 0x00000000/0x0000 -> 0x00000000/0x0000�BKT Prot ___Source IP/port____ ____Dest. IP/port____ Tot_pkt/bytes Pkt/Byte Drp�  0 icmp � HYPERLINK "http://192.168.240.100/0" \t "_blank" �192.168.240.100/0�     � HYPERLINK "http://192.168.241.100/0" \t "_blank" �192.168.241.100/0�     1318327 1591167470  0    0 1382�00002:  30.000 Mbit/s   50 ms  400 KB 1 queues (1 buckets) droptail�    mask: 0x00 0x00000000/0x0000 -> 0x00000000/0x0000�BKT Prot ___Source IP/port____ ____Dest. IP/port____ Tot_pkt/bytes Pkt/Byte Drp�  0 icmp � HYPERLINK "http://192.168.241.100/0" \t "_blank" �192.168.241.100/0�     � HYPERLINK "http://192.168.240.100/0" \t "_blank" �192.168.240.100/0�     644497 32341986  0    0   0
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